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I. DPO excels at correcting errors caused by ignoring detail requirements, such as 

deduplication and returned column sequence.

II. CoT largely improves DPO’s correction ability for explicit logic required tasks, like 

multiple JOINs and string operations. 

III. DPO is not very good at fixing schema linking mistakes and syntax errors.

I. CoT Synthesis: Augment Text-to-SQL datasets 

with rationales by instruction-tuned models, 

creating multiple CoT solutions for each instance.

II. SFT: Fine-tune base model on augmented dataset.

III. DPO: Sample SFT model on each training data 

multiple times; Evaluate correctness based on 

execution feedback, by which construct pair-wise 

preference dataset; Further train SFT model.

• Direct Preference Optimization (DPO) and its variants have shown their power in further enhancing SFT models’ capabilities on math

problems or coding tasks. However, DPO usually degenerate model performance on Text-to-SQL benchmarks.

• After tons of tryouts (including hyper-parameter tuning, preference data collection, algorithms, etc.), we finally find the key factor: 

Unlike other complex reasoning tasks, Text-to-SQL datasets lack Chain-of-Thought solutions, which is critical in DPO training.

• We validate our findings through extensive experiments, and reveal that CoT in complex reasoning tasks helps DPO with 1) More 

accurate reward model, 2) More stable training process, and 3) More reliable scaling behavior. 

Key Findings    

I. Synthesized CoT reasoing leads to stable and 

significant improvements in the DPO stage, 

consistently beats vanilla models. 
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II. When enhanced with CoT reasoning, model’s implicit reward model 

performs more accurate in the DPO training progress, providing better 

reward signal for improving generation.

III. CoT reasoning reveals model’s logic behind SQL generation, making it 

more precise in locating the token where mistake takes place, which in turn 

makes model less prone to reward hacking.

IV. Model trained on CoT-enhanced Text-to-SQL datasets benefites from 

increased sample budgets aross stages, including reasoning synthesis, 

preference data collection and inference voting scale.
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